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Motivation 

 Most of the approaches to semantic similarity were 
implemented and evaluated only on a handful of 
European languages, mostly English. 

 Few Russian semantic similarity measures were 
proposed by Krizhanovski, Turdakov, Krukov et al. and 
Sokirko. 

 No systematic evaluation of semantic similarity 
measures for Russian was ever performed.  

 Applications: information retrieval, document clustering, 

topic detection, question answering, word sense 
disambiguation, text summarization 



Semantic Similarity Measures 

 A similarity measure is a numerical measure of the 
degree two given objects are alike  

 Proper similarity (synonyms, hyponyms)+Relatedness 

 A semantic similarity measure is a specific kind of 
similarity measure designed to quantify the similarity of two 

lexical items such as nouns or multiword expressions. 

 … high values for synonyms, hyponyms, free 
associations, etc. 

 … low values for unrelated pairs 

 RUSSE shared task  



Evaluation datasets used  

in the RUSSE shared task  



Human judgements about semantic similarity (HJ)  
  

 This is the standard  way to assess a semantic similarity measure.  

 The HJ dataset contains word pairs translated from the widely used 

benchmarks for English: MC, RG and WordSim353 

 

 Data: 

 the train set – 66 word pairs 

 the test set – 333 word pairs 

 The task: 

 Ordering according to decrease of similarity 

 Evaluation: Correlations with human judgments in terms of 

Spearman’s rank correlation      
 Agreement in ordering 



Human judgements: Crowdsourcing 



Example of human judgements about semantic 

similarity (HJ)  
  



RuThes Lingustic Ontology 
http://www.labinform.ru/pub/ruthes/index.htm 

• 96 thousand unique words and expressions 

– Synonyms 

– Conceptual relations: class-subclass, part-whole, conceptual 
dependence 



Russian Associative Thesaurus 

• (1988-1997) Thesaurus contains 1 million associations, more 
than 6 thousand unique stimuli, 11 thousand respondents 

–  http://tesaurus.ru/dict/dict.php 

• Лес 



Thesaurus Sociation.org 

•Non-commercial 
Internet-project 
 
• contains 325,863 
associations for 37,463 
words 



Structure of the semantic relation classification 

benchmarks  

(RT, AE, AE2)  



Data sets and task for thesaurus similarity  
  

 Task:  

 Classification of word pairs: related – nonrelated 

 Lists ordered by predicted similarity 

 

 Ruthes-lite (RT) 

 Train set: 104,518 word pairs 

 Test set: 9,548 word pairs (4,774 unrelated pairs and 4,774 synonyms and 

hypernyms).  

 

 Russian Association Thesaurus (AE)  

 Train set: 20,968 word pairs 

 Test set:976 unrelated pairs and 976 cognitive associations  

 

 Sociation.org Thesaurus (AE2)  

 Train set: 83,770 

 Test set: 3,002 word pairs (1,501 unrelated pairs and 1,501 cognitive 

associations from a large-scale web-based associative experiment6). 



Semantic relation classification benchmarks 

 (RT, AE, AE2)  
 Quantifies how well a system is able to detect 

synonyms and hypernyms, such as: 

 

 r is the rank of each relevant pair 

 R is the total number of relevant pairs 

 P@r is the precision of the top-r pairs.  



Sources of similarities 

• Dictionary-based 

– synonyms  

– dictionary glosses  

–Wikipedia structure,  

– thesaurus structure 

 

• Word structure 

– Prefixes, orthographic similarity 

 

• Corpus-based 

–Russian corpora 

 

• Combined approaches 

– Several sources 

– Supervised approaches 



 Russian corpora used by participants 



Corpora processing: distributional models 
(Grefenstette et al., 2013) 



Measures based on “word embeddings”  

• Word embedding is a dense vector representing 

a word obtained during a training of a neural 

network on a big corpus ( аз е ь 500-1000) 

 Semantic similarity is cosine of word 

embeddings  

 The training process is known as representation 

learning 

 Most popular representation learning methods:  

 Continuous Bag of Words (CBOW) 

 Skip-Gram Model  

Word2vec package 

 Global Vectors for Word Representation (GloVe) 

   



Top 5 best models according to the 

HJ benchmark 



Top 5 models according to the 
RT benchmark 



Top 5 models according to the 
AE benchmark 



Top 5 models according to the 
AE2 benchmark 



Precision-recall curves of the best 
models on AE2 and RT datasets  
  



Conclusions 

• The first systematic attempt to evaluate semantic similarity measures for 

Russian.  

 The 19 participating teams prepared 105 submissions (distributional, 

network, knowledge and neural network-based similarity measures).  

 The systems were trained on a wide variety of corpora ranging from the 

Russian National Corpus to Google N-grams.  

 An open source evaluation framework that relies on our four novel 

evaluation datasets.  

 Best results obtained with complex methods that combine lexical, 

morphological, semantic, and orthographic features 

 Surprisingly, the unsupervised skip-gram model trained a completely raw 

text corpus was able to deliver results in top 5 best submissions. 

 Common approaches to semantic similarity for English, such as 

CBOW or distributional models, can be successfully applied to 

Russian. 



Acknowledgements 

This research was partially supported by: 

  ERC 2011 Starting Independent Research Grant n. 283554 (COMPOSES) 

 German Research Foundation (DFG) under the project JOIN-T: Joining Ontologies and 
Semantics Induced from Text 

 Digital Society Laboratory LLC 

We thank: 

  Denis Egorov for providing the Sociation.org data; 

 Yuri N. Philippovich, Andrey Philippovich and Galina Cherkasova for preparing the 
evaluation dataset based on the Russian Associative Thesaurus. 

 all those who participated in the crowdsourced annotation process during the construction of 

the dataset of human judgement.  

 Higher School of Economics’ students who annotated unrelated word pairs used in the 
evaluation materials. 

 Prof. Iryna Gurevych and Ilia Chetviorkin for their help with the design of the experimental 
tasks and user interface. 



Questions? 

 

Future research? 


